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ABSTRACT
This paper introduces pass-transistor logic design with dual-
threshold voltages. A set of single-rail, fully restored, pass-
transistor gates are presented. Logic transistors are im-
plemented with low threshold voltages and signal restora-
tion transistors with high threshold voltages. Simulation is
used to characterize the leakage power consumption, switch-
ing energy, and propagation delay of the proposed gates.
A method to reduce circuit power by selectively replacing
CMOS gates with the proposed gates is discussed and ap-
plied to the ISCAS’85 benchmark circuits. Relative to cir-
cuits composed entirely of conventional CMOS gates, use
of the proposed SDPL gates achieves up to 49% reduction
in leakage power and up to 63% reduction in total power
consumption.

Categories and Subject Descriptors
B.6.1 [Logic Design]: Design Styles—Combinational Logic;
B.6.3 [Logic Design]: Design Aids—Optimization

General Terms
Design

1. INTRODUCTION
The 2007 International Technology Roadmap for Semi-

conductors (ITRS) asserts that power consumption is now
the major technical problem facing the semiconductor in-
dustry [1]. In recent years, the power problem has emerged
as one of the fundamental limits facing the future of CMOS
integrated circuit design. The aggressive scaling of device
dimensions to achieve greater transistor density and circuit
speed results in substantial subthreshold and gate oxide tun-
neling leakage currents. These leakage currents contribute a
significant fraction of the total power consumption of CMOS
circuits.

Dual-threshold-voltage (dual-Vt) design is a well-known
and commonly-utilized leakage reduction strategy in high-
performance circuits [2]. The dual-Vt design methodology
employs low-threshold-voltage (Vt,L) transistors to achieve
high speed on critical paths and high-threshold-voltage
(Vt,H) transistors to manage leakage elsewhere.

Pass-transistor logic has been considered as a low-power
alternative to CMOS logic [3–7]. Pass-transistor design was
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found to be well-suited to circuits that contain large pro-
portions of XOR gates and multiplexers, such as arithmetic
units, because pass-transistor-based implementations of
these functions are more efficient than conventional CMOS
implementations [4, 7]. Pass-transistor implementations of
monotonic logic gates such as NANDs and NORs, how-
ever, were found to be slower and consume more power than
CMOS implementations [3,5]. The leakage of pass-transistor
logic implementations of monotonic gates was shown to be
much higher than that of CMOS implementations in [6].

In this paper, we develop single-rail, dual-Vt pass-
transistor logic (SDPL) gates and show that they can signifi-
cantly reduce both dynamic and leakage power consumption
relative to conventional and dual-Vt CMOS. The proposed
SDPL gates are detailed in Section 2. Section 3 introduces
the method used to size the transistors of the SDPL gates.
An algorithm to substitute SDPL gates for CMOS in order
to reduce circuit power consumption is explained in Sec-
tion 4. Results and discussion are presented in Section 5
and conclusions are drawn in Section 6.

2. SDPL GATES
Pass-transistor-based logic gates traditionally contain

three components [3–8]. The first is the logic circuitry that
implements the functional behavior of the gate. The use
of pass-transistors generally enables the implementation of
a function with fewer transistors than conventional CMOS
logic. The tradeoff associated with the reduced transistor
count is that the output range of a pass-transistor is Vdd-
Vt, rather than a full rail-to-rail output signal swing. The
weak outputs produced by this threshold voltage drop in-
duce significant short circuit currents in subsequent stages
and greater noise susceptibility. These effects necessitate
the second component of pass-transistor logic: the signal
restoration circuitry that restores weak outputs from the
logic stage to full-rail voltages. The third component is an
output buffer designed to improve drive capability.

As discussed in [6], the signal restoration circuitry and
output buffer contribute significantly to the leakage power
consumption of a gate. In order to reduce the leakage of
SDPL gates, we implement the signal restoration circuitry
using low-leakage Vt,H transistors and eliminate the output
buffer.

The signal restoration circuitry is secondary to the crit-
ical path of the gate because the logic circuitry drives the
output signal past 50% of its final value and therefore deter-
mines the propagation delay. Consequently, the use of slow
Vt,H transistors in the signal restoration circuitry does not
significantly impact the delay of the entire gate.

The output buffer lies on the critical path and adds a level
of inversion to each gate. As a result, the output buffer
simultaneously increases propagation delay and consumes
additional leakage and dynamic power. To address these
issues, the output buffers are omitted from the individual
gates. Instead, we place a restriction on SDPL gate use:
an SDPL gate is prohibited from driving a signal that is
connected to the source of a transistor in another SDPL
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(a) A·B SDPL-TG
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(b) A·B SDPL-Pull

AB A · B
0 0 0 (w)
0 1 1 (s)
1 0 0 (s)
1 1 0 (s)

(c) Truth table
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(d) A+B SDPL-TG
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(e) A+B SDPL-Pull

AB A + B
0 0 1 (s)
0 1 1 (s)
1 0 0 (s)
1 1 1 (w)

(f) Truth table
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(g) SDPL AND gate

AB A · B
0 0 0 (s)
0 1 0 (s)
1 0 0 (w)
1 1 1 (s)

(h) Truth table
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(i) SDPL OR gate

AB A + B
0 0 0 (s)
0 1 1 (w)
1 0 1 (s)
1 1 1 (s)

(j) Truth table

Figure 1: 2-input SDPL gates.

gate. Equivalently, each source-connected SDPL input is
required to be driven by a standard CMOS gate.

It should be noted that traditional pass-transistor logic
styles restore the output signal using a pull-up or pull-down
transistor that is gated by feedback from the output buffer.
The SDPL signal restoration transistors are controlled by
the gate inputs, rather than the output. Removing the
feedback loop eliminates competition between the logic and
signal restoration circuitry, simultaneously improving speed
and eliminating the need to carefully size the transistors in
order to ensure correct functionality. The speed is further
increased by the earlier signal arrival time at the gates of
the signal restoration transistors.

The remainder of this section details the SDPL gates used
in this work. The logic circuitry of each gate contains both
a PMOS network and an NMOS network. The Vt,H signal
restoration circuitry of each gate fully restores the output to
achieve full rail-to-rail signal swing.

Transistor-level schematics of two SDPL implementations
of the function A ·B are presented in Figure 1(a) and Fig-
ure 1(b). Thick lines indicate the Vt,L transistors of the logic
circuitry and thin lines indicate the Vt,H transistors of the
signal restoration circuitry. The two implementations have
identical logic circuitry and different signal restoration.

The truth table of the logic circuitry is shown in Fig-
ure 1(c). Truth table outputs are annotated to indicate
whether the output signal of the logic stage is strong, (s),
or weak, (w), in the absence of signal restoration. In this
discussion, signal strength or weakness refers only to the
voltage value achieved in steady state. It does not address
the rise or fall time, propagation delay, or drive strength.
A strong signal is one that reaches a rail voltage, GND or
Vdd, in steady state. A weak signal is one that is degraded
by a threshold voltage drop. Despite this threshold voltage
degradation, the logic circuitry outputs a voltage greater
than Vdd/2 when the logical output is 1 and less than Vdd/2

when the output is 0. The signal restoration circuitry is only
necessary to pull the degraded signal to a full-rail value.
Therefore, as previously mentioned, the signal restoration
circuitry is secondary to the critical path of the gate, en-
abling it to be implemented with Vt,H transistors.

The A·B logic circuitry outputs a weak 0 when both in-
puts A and B are 0. Thus, an NMOS transistor is required
to pull the output down to GND. Figure 1(a) depicts one
implementation in which the NMOS transistor is configured
as a dual-Vt transmission gate, gated by A, to pass the full
B = 0 signal. The other implementation, shown in Fig-
ure 1(b), uses the NMOS transistor as a pull-down transis-

tor, controlled by the B signal, to pull the output to GND
when B = 0. The dual-Vt transmission gate implementa-
tion is denoted SDPL-TG and the pull-down implementa-
tion, SDPL-Pull.

Relative to CMOS, the SDPL implementations of the func-
tion A·B require one less transistor. The pass-transistor im-
plementation requires five transistors: two logic and three
signal restoration. The CMOS implementation requires an
inverter and a NOR gate, totaling six transistors.

The schematics and truth table of the two SDPL imple-
mentations of the function A+B are shown in Figures 1(d)-
1(f). As indicated in the truth table, the logic circuitry

outputs a weak A+B = 1 when inputs AB = 11. The
signal restoration circuitry thus requires a PMOS transistor
to pull the output up to Vdd. The SDPL-TG implemen-
tation, shown in Figure 1(d), uses the PMOS transistor to
complete the transmisson gate, enabling it to pass full rail-
to-rail B signals. The SDPL-Pull implementation, shown in
Figure 1(e), uses the PMOS transistor as a pull-up transis-

tor, controlled by the B signal, to pull the output to Vdd

when B = 1.
Fully-restored, five-transistor SDPL AND and SDPL OR

gates can be derived from the SDPL-TG gates discussed
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(a) SDPL A·B ·C

ABC A·B ·C
0 0 0 0 (w)
0 0 1 1 (s)
0 1 0 0 (s)
0 1 1 0 (s)
1 0 0 0 (s)
1 0 1 0 (s)
1 1 0 0 (s)
1 1 1 0 (s)

(b) Truth table.

���

�����

���

�

�
���

�

� �

���

(c) SDPL A+B+C

ABC A+B+C
0 0 0 1 (s)
0 0 1 1 (s)
0 1 0 1 (s)
0 1 1 1 (s)
1 0 0 1 (s)
1 0 1 1 (s)
1 1 0 0 (s)
1 1 1 1 (w)

(d) Truth table.
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(e) SDPL (A·B)·C

ABC (A·B)·C
0 0 0 0 (w)
0 0 1 1 (s)
0 1 0 0 (w)
0 1 1 1 (s)
1 0 0 0 (w)
1 0 1 1 (s)
1 1 0 0 (s)
1 1 1 0 (s)

(f) Truth table.

�������

���

�

�
���

�

�

�

���

(g) SDPL (A+B)+C

ABC (A+B)+C
0 0 0 1 (s)
0 0 1 1 (s)
0 1 0 0 (s)
0 1 1 1 (w)
1 0 0 0 (s)
1 0 1 1 (w)
1 1 0 0 (s)
1 1 1 1 (w)

(h) Truth table.

Figure 2: 3-input SDPL gates.

above. Consider the SDPL-TG implementation of A·B. The
signal restoration circuitry inverts the A input to generate
the control signal for the Vt,H half of the transmission gate.
By moving this inverter to drive the logic circuitry and then
using the original A input signal to control the signal restora-
tion transistor, we construct a fully-restored, five-transistor
AND gate. The same method can be used to construct a
five-transistor OR gate.

The schematic and truth table of the SDPL AND and
SDPL OR gates are shown in Figures 1(g)-1(j). Unlike the

SDPL A·B and A+B gates, the SDPL AND and OR logic cir-
cuitry consists of four Vt,L transistors and two delay stages.

The minimum-size layout for each of the 2-input SDPL
gates contains three transistors on one diffusion strip and
two on the other. The design rules for the 65nm dual-Vt

industry process used in this work permit adjacent Vt,L and
Vt,H transistors on the same diffusion strip. Therefore, the
layout area of each 2-input SDPL gate is identical to that of
the CMOS gate implementing the same function.

Serial and parallel transistors can be added to the SDPL
A·B and A+B gates to implement 3-input functions. Fig-
ure 2(a) and Figure 2(c) present the schematics of the A·B·C

and A+B +C gates, constructed by extending the pass-
transistor stack and adding a parallel rail-connected transis-
tor. As shown in the corresponding truth tables, each gate
has one weak state, when both stacked transistors are on
and the C input is equal to 0 for the PMOS stack or 1 for
the NMOS stack. The output of A ·B ·C is always 0 when
C = 0. Therefore, the weak ABC = 000 input can be re-
stored without introducing any signal conflicts by inverting
the C input and using it to control a pull-down transistor.
Similarly, the C input can be inverted and used to control a
pull-up transistor to restore the weak ABC = 111 input to
the A+B+C gate.

The schematics of the (A·B)·C and (A+B)+C gates are
shown in Figure 2(e) and Figure 2(g). These gates are im-
plemented by adding a parallel pass-transistor and stacked

rail-connected transistor to the 2-input A·B and A+B gates.
The parallel pass-transistors result in 3 weak states per gate,
which occur when either pass transistor is on and attempt-

ing to pass a weak signal. However, the (A·B)·C gate is like

A·B ·C in that all weak outputs occur when C = 0 and the
output is always 0 when C = 0. Therefore, the same sig-
nal restoration circuitry can be used effectively. Similarly,
the signal restoration circuitry of A+B+C can be used for

(A+B)+C.
Like the 2-input SDPL gates, the 3-input gates require one

less transistor than the corresponding CMOS implementa-
tion of the same function. The layout of a 3-input SDPL
gate also requires the same area as the layout of the corre-
sponding CMOS gate.

3. TRANSISTOR SIZE OPTIMIZATION
In order to acheive the best performance from the SDPL

gates, the transistor widths must be optimized. The sizing
optimization problem has two conflicting objectives: power
consumption and delay. One method to approach such a
problem is to design a weighting function to aggregate the
objectives into a single goal. Alternatively, one can search
for a set of optimal solutions. Such a set is often defined in
terms of Pareto optimality. A solution is Pareto optimal if
the objective vector cannot be improved in any dimension
without sacrificing another dimension. In this problem, the
set of Pareto-optimal solutions are those for which the power
cannot be reduced without lengthening delay and the delay
cannot be shortened without increasing power. Thus, the
Pareto-optimal set is the minimal power-delay curve achiev-
able by the gate.

The Strength Pareto Evolutionary Algorithm (SPEA) uti-
lizes the search methodology of an EA to find the Pareto-
optimal frontier for an optimization problem with multiple
objectives [9]. An enhancement to the algorithm, referred
to as SPEA2, improves the fitness function and contains a
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method to retain boundary solutions in the population [10].
SPEA2 has been shown to effectively approximate the Pareto-
optimal frontier and is used here to search for transistor sizes
that optimize power and delay.

HSPICE simulation was used to measure the leakage
power, dynamic power, and delay characteristics of each
pass-transistor logic style. Devices are modeled with BSIM4,
a predictive MOSFET model designed for sub-100nm tran-
sistors, using the model parameters from a 65nm dual-Vt

industry process. In order to correctly characterize the re-
alistic behavior of the gate, the input and output pins are
driven and loaded, respectively, by inverters. The delay of
each input is the maximum propagation delay from that in-
put to the gate ouput. The power of a gate g with n inputs
is computed as:

Pg = VddIdd +

n
∑

i=1

Vin,iIin,i − VoutIout

Leakage power is then the weighted average of the static
power over all input vectors. Dynamic power is determined
by measuring the instantaneous power through each transi-
tion and computing the switching energy:

Esw =

∫ tend

tstart

Pg(t)dt

where tstart is the beginning of the input signal transition
and tend is the end of the output signal transition. The
switching energy was measured for all 2n

·

∑n

i=1

(

n

i

)

single-
and multiple-input transitions and averaged. The dynamic
power can then be computed as:

Pdyn = αfclkEsw

where α is switching activity and fclk is clock frequency.
Each SDPL and CMOS gate is optimized using the proce-

dure detailed in this section. The results are presented and
discussed in Section 5.

4. SDPL-SUBSTITUTION ALGORITHM
The objective of SDPL-Substitution is to reduce the power

consumption of a large combinational circuit without alter-
ing the logical functionality or increasing the longest path
delay. The optimal solution to this problem would be the cir-
cuit configuration that results in the minimum total power
consumption. However, the SDPL-Substitution problem can
be shown to be NP-complete through polynomial transfor-
mation to the multiple choice knapsack problem. (The proof
is omitted here due to lack of space.) Therefore, a greedy
heuristic algorithm is used to replace CMOS gates with
SDPL to reduce the total power of a circuit.

The heuristic algorithm begins by computing the priority
of each edge as the product of the edge slack and the for-
ward level of its end node. Because a large slack value tol-
erates delay increases and the algorithm traverses backward
through the circuit, this priority metric allows the algorithm
to select a starting point with high likelihood of successful
substition. The algorithm then attempts to substitute an
SDPL gate for the node at the end of the highest priority
edge, ep,max.

A combination of De Morgan’s laws and bubble pushing
are used to substitute each of the library gates for the initial
gate while maintaining the logical equivalence of the circuit.
The library gate is substituted for the existing gate and then
bubbles (inversions) are placed on input and output edges
as necessary to ensure that the resulting circuit implements
the same function as the initial circuit.

A substitution is classified as valid if it satisfies four crite-
ria. First, the substitution does not cause any edge to have
a negative slack value. Second, the substitution does not re-
sult in an SDPL gate driving the source-connected input of
a subsequent gate. Third, the substitution reduces the total
circuit power relative to the initial state. Fourth, the substi-
tution only generates bubbles that can be pushed backward
through the circuit toward the primary inputs. For exam-
ple, substituting an AND gate for a NAND gate would be
invalid because it would require a bubble to be placed on
the output edge. The last requirement is necessary in order
to limit the algorithm search space and execution time.

After all library gates have been tried, the valid substitu-
tions are ranked in order of their power reduction relative to
the initial state. The initial gate is then replaced with the
valid substitution that results in the greatest power savings.
Any bubble that is placed on an input edge is then pushed
back to invert the ouput of the driving gate. If the driver is
an inverter, it is removed from the circuit. Otherwise, the
algorithm attempts to substitute each library gate for the
modified driver, as described in the previous paragraphs. If
no valid substitutions are found, the algorithm returns to
the load gate and tries to justify the valid substitution with
the next-highest power savings.

This process continues until a success or failure terminat-
ing condition is reached. A set of substitutions is successful
when all bubbles have been justified, rendering further bub-
ble pushing unnecessary. A substitution attempt fails when
no further valid substitutions remain. To prevent exponen-
tial complexity, the number of times any gate can changed
while attempting to justify a given start point, ep,max, is
limited to a constant. If this number of substitutions is
reached, the substitution attempt fails.

On successful termination, the circuit changes are com-
mitted and all of the edges traversed by the pushed bubbles
are marked. When the substitution attempt fails, the circuit
is reverted to its previous state and the high-priority edge
that initiated the substitution attempt is marked. Marking
the successful and failed edges prevents the algorithm from
repeating efforts in subsequent iterations.

It should be noted that when a bubble is pushed back to
a gate with a fanout greater than one, the bubble must also
be pushed sideways to the input nodes of the other loads
driven by the gate. In these cases, substitution is attempted
for each of the other loads with the additional restriction
that a bubble may not be pushed back to the input edge
from which it came.

The substitution procedure is repeated until no unmarked
edges remain. Assuming that at least one set of substitutions
is successful, the resulting circuit contains a combination of
CMOS and SDPL gates, and, in comparison to the original
circuit, is logically equivalent, consumes less power, and has
the same or shorter maximum delay.

For a given start point, the algorithm could attempt up
to C substitutions for each node (vertex), V , in the circuit.
Consequently, an iteration is linear in V . The number of
start points is linear in the number of edges, E, in the circuit
graph, making the overall algorithm complexity O(V · E).

5. SIMULATION RESULTS
Figure 3 presents the Pareto-optimal Ptot-delay curves

of the size-optimized SDPL-TG and CMOS 2-input gates.
The SDPL-Pull implementations had slightly higher power
and delay than the corresponding SDPL-TG implementa-
tions and are thus omitted from the figure for clarity. For
a given function, the power-delay curves of the SDPL and
CMOS implementations are shown with the same marker.
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Figure 3: Ptot-delay curves of optimized 2-input
SDPL-TG and CMOS gates.

The black curve indicates the SDPL implementation and
the CMOS curve is grey. The power-delay curves of CMOS
NAND and NOR gates are also shown for reference.

The minimum delay of an SDPL gate is limited by the
size of the gate that drives the source-connected input. All
drivers in these simulations were of minimum size. Conse-
quently, the threshold after which an increase in transistor
size will increase power consumption without a correspond-
ing decrease in delay is much lower for the SDPL gates than
the CMOS ones. This effect is manifested in two ways. First,
the SDPL power-delay curves are much flatter than those
of the CMOS gates. Second, the CMOS implementations
achieve the shortest delay for all functions except A+B.

The SDPL implementation of each 2-input function con-
sumes significantly less average total power than the corre-
sponding CMOS implementation. This difference in power is
present at every delay achievable by the SDPL implementa-
tion of each function. The minimum power consumption of
each SDPL 2-input gate is also less than that of the CMOS
NAND and NOR gates.

For a given gate, each of the size-optimized implementa-
tions that compose the power-delay curve shown in Figure 3
has a different power-delay product (PDP). The sized im-
plementations of each gate that have the best PDP are com-
pared in Table 1. The leakage power, switching energy, and
total power of the SDPL implementation is less than that of
the CMOS implementation for all functions under consider-
ation. The PDP of each SDPL gate is less than that of the
corresponding CMOS gate, as well.

Among the 2-input gates, the maximum difference in to-
tal power occurs between the SDPL-TG and CMOS imple-
mentations of A·B and is 53%. The minimum total power
difference was 29%, for A·B. The difference in leakage power
ranges from 10% for A·B to 51% for A+B. For both A·B
and A+ B, the SDPL-Pull implementation consumes 4%
more power than the SDPL-TG implementation. The de-
lay of each SDPL 2-input gate is comparable to that of the
CMOS implementation of the same function. The SDPL
implementation is slightly faster than CMOS for all cases
except A+B and the SDPL-Pull implementation of A·B.

Among the 3-input gates, the gates with parallel pass
transistors have the greatest difference between SDPL and
CMOS total power. The difference in total power ranges

from 35% for A+B+C to 65% for (A+B)+C. The differ-

ence in leakage power ranges from 15% for (A+B)+C to 47%

for A·B ·C. Both SDPL gates with parallel pass transistors
also improve delay relative to the CMOS implementations.

For the SDPL implementations that contain pass transistor
stacks, the gate with an NMOS stack, A+B+C, has com-
parable delay to its CMOS counterpart, while the gate with
a PMOS stack, A·B ·C, exhibits longer delay.

A number of factors contribute to the difference in power
consumption between the SDPL and CMOS implementa-
tions. The SDPL leakage is less because fewer transistors are
required to implement a given function and 20-60% of the
SDPL transistors are lower-leakage Vt,H transistors. Fur-

thermore, for A·B and A+B, there is negligble subthresh-
old leakage through the Vt,L logic transistors when the volt-
age of the input connected to the source of the logic pass-
transistors is equal to the rail voltage connected to the source
of the other logic transistor. This occurs for two of the four
possible input vectors: when B = 0 for A·B and when B = 1
for A+B. This also occurs for half of the input vectors of

four 3-input gates: when C = 0 for A·B·C and (A·B)·C and

when C = 1 for A+B+C and (A+B)+C. In addition, there
is negligble gate-oxide tunneling leakage in the Vt,L logic
transistors when all input voltages and the output voltage
are equal because there is no voltage drop between the gate
and source or drain of either transistor. This occurs when
AB = 00 for A·B, AB = 11 for A+B, when ABC = 000 for

A·B ·C and (A·B)·C, and when ABC = 111 for A+B+C

and (A+B)+C.
The SDPL switching energy is less than that of CMOS

primarily due to the differing inverters contained in each
gate. The inverters in the SDPL gates are smaller and have
smaller load capacitances, thereby consuming less short cir-
cuit and capacitive charging power. In addition, very little
power is dissipated within the gate due to the switching of
the source-connected input.

The power savings demonstrated by the gate-level com-
parison also occurs when SDPL gates are substituted for
CMOS gates in large circuits. Figure 4 presents the to-
tal and leakage power savings resulting from the applica-
tion of the SDPL-Substitution algorithm to the ISCAS’85
benchmarks. The power savings are expressed as a percent-

Table 1: Power and delay comparison of minimum-
PDP CMOS and SDPL gates.

Logic
Gate Type

Delay Pleak Esw Ptot

Function (ps) (nW) (fJ) (nW)

A·B

CMOS 34.6 9.56 1.60 648.1

SDPL-Pull 37.0 7.01 0.81 332.1
SDPL-TG 34.2 5.99 0.75 305.2

A+B

CMOS 30.0 11.33 1.38 561.6
SDPL-Pull 28.4 6.55 0.80 324.6

SDPL-TG 28.7 6.19 0.74 302.8

A · B
CMOS 34.7 6.63 1.20 486.6
SDPL 34.1 5.97 0.85 345.8

A + B
CMOS 33.3 9.14 1.38 562.6
SDPL 34.6 4.47 0.83 336.6

A·B ·C
CMOS 46.4 15.30 1.70 694.3

SDPL 59.5 8.16 0.69 285.8

A+B+C
CMOS 40.5 9.17 1.00 409.4
SDPL 40.4 7.36 0.64 264.2

(A·B)·C
CMOS 50.4 14.33 2.06 839.8
SDPL 44.4 9.34 0.81 331.6

(A+B)+C
CMOS 46.2 14.29 2.10 853.0
SDPL 36.9 12.01 0.72 299.8
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Figure 4: Percentage reduction in total and leakage power achieved through SDPL substitution.

age reduction relative to the all-Vt,L CMOS circuit imple-
mentation. For comparison, the Iterative Max-Cut dual-Vt

algorithm detailed in [11] was also applied to the bench-
marks. The power savings achieved by that algorithm are
presented as the“Dual-Vt” results. The results of the SDPL-
Substitution algorithm using only 2-input SDPL gates and
using all 2- and 3-input SDPL gates are presented as “PTL-
2”and“PTL-3”, respectively. Finally, the Iterative Max-Cut
algorithm was applied to the CMOS gates remaining in the
PTL-2 and PTL-3 results to achieve further power savings.
The results of these applications are presented as “PTL-2,
Dual-Vt” and “PTL-3, Dual-Vt”.

To test the accuracy of the power models used by the al-
gorithm, one-thousand random input transitions were simu-
lated in SPICE on each initial and final benchmark circuit.
The average leakage estimation error was 1% with a maxi-
mum error of 4%. The average dynamic power estimation
error was 3% with a maximum error of 7%. The delay es-
timated by the model was worst-case delay and therefore
longer than the simulated delay.

The use of SDPL gates saved significantly more power
than standard dual-Vt for all benchmark circuits. On aver-
age, dual-Vt saved 5% leakage power, while the SDPL re-
sults saved 33%. The leakage power savings achieved by the
dual-Vt algorithm is less than that reported in [11] and other
works describing dual-Vt algorithms because the device-level
leakage reduction of the process used in this work is low rel-
ative to the processes used in those works. However, the
number of transistors assigned high-Vt values is comparable
to the results presented in [11]. It is therefore reasonable
to assume that a process with higher leakage savings would
generate similar results to those presented in Figure 4.

The use of SDPL gates alone generated 44% Ptot savings
on average with a maximum savings of 61% for PTL-2 and
63% for PTL-3. In some circuits, the 3-input gates saved ad-
ditional power relative to 2-input gates alone. In other cir-
cuits, the inclusion of 3-input gates reduced the total power
savings. These cases occurred when a large portion of the
delay slack on a given path was devoted to a single 3-input
SDPL gate when that same slack could have been divided
among multiple 2-input SDPL gates.

The use of SDPL gates in conjunction with dual-Vt CMOS
gates generated additional power savings between 1.5% and
7%. The extra power savings generally came from CMOS
gates that were unable to be converted to SDPL because
they were driving the source-connected input of an SDPL
gate, driving a large load, or when it would have been nec-
essary to insert an inverter in order to use an SDPL gate
and retain correct logic.

6. CONCLUSIONS
This work introduced single-rail dual-Vt pass-transistor

logic design and demonstrated that it can achieve signifi-
cant leakage and dynamic power savings relative to conven-
tional and dual-Vt CMOS. SDPL logic gates were designed
using Vt,L transistors to implement the logic circuitry and
Vt,H transistors for signal restoration. The gates were sized
for optimal delay and power consumption and compared to
the CMOS implementations of the same functions. An al-
gorithm was developed to substitute SDPL gates for CMOS
in order to reduce the total power of a circuit without in-
creasing delay or changing the logical functionality. The
algorithm was applied to the ISCAS’85 benchmark circuits.
Results showed that the use of SDPL gates in place of CMOS
can achieve up to 49% leakage power reduction and up to
63% total power reduction.
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